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Problem 

The problem addressed by the project is the All-Pairs shortest-path algorithm; 
specifically, computing the distance and path from any node in a weighted directed 
graph to any other node on the same graph.  Then, this algorithm is parallelized to 
offer better performance in both shared memory and distributed systems.   

Constraints 
This project will not concern itself with the detection of negative cycles in a directed 
weighted graph.  In fact, this project will assume that all weights are a positive 
integer between 1 and 9. 

Applications 
This particular problem has practical applications in many areas, such as Geographic 
Information Systems, Network Engineering, and Search Engines. 
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The Graph 

Data Structure 
A graph is, in fact, a large data structure.  The data structure implementation in this 
project is intentionally redundant.  In some cases, a structure may have multiple 
pointers to the same objects.  This is to allow algorithms with very different ways of 
solving the problem to access the same structure in very different ways.  However, 
the final solution can have a common destructor, printer, and other utilities since all 
algorithms use the same data 
structure.  Listing 1 shows the C 
program definition for the graph 
data structure. 

Edges 

Thus, a Graph as defined by the 
dw_graph structure is a collection of 
vertices (Vertex **vertex) and a 
collection of edges (Edge **edge).  
In addition, a vertex as defined by 
the graph_vertex structure also 
has a collection of edges (Edge 
**edge).  It is important to note 
that we use pointers to this data so 
that the edges referenced in the 
graph->edge[] structure are 
actually the same edges reference 
in the vertex->edge[] structure.  
The vertex edge pointer simply 
represents the subset of edges in 
the graph that originate from that 
vertex. 

Likewise, the no_of_edges value is 
the number of edges available in 
the entire graph in the case of the 
dw_graph structure but represents 
only the number of edges 
originating from the given vertex in 
the graph_vertex structure. 

Edges themselves have a pointer to 
its originating vertex (Vertex 
*from) and its destination vertex 
(Vertex *to).  In addition, each 
edge has a weight associated with it.  Thus, the following example code would 
retrieve the id of the destination vertex of the first edge of the destination vertex of 
the third edge of the eighth vertex in the graph. 

graph->vertex[7]->edge[2]->to->edge[0]->to->id 

typedef struct graph_edge  

{ 

  int id; 

  int weight; 

  Vertex *from; 

  Vertex *to; 

} Edge;  

typedef struct graph_vertex  

{ 

  int id; 

  int no_of_edges; 

  int *distance; 

  int *predecessor; 

  Edge **edge; 

  int lock; 

  Graph *graph; 

} Vertex;  

typedef struct dw_graph  

{ 

  int no_of_vertices; 

  int no_of_edges; 

  Vertex **vertex; 

  Edge **edge; 

  int *distance_matrix; 

  int *predecessor_matrix; 
} Graph;  

Listing 1. C Definition of Graph Data Structure
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It sometimes helps to read the code backward.  Remember, that the vertex and edge 
arrays are zero based indexing, thus the first vertex is actually graph->vertex[0] . 

Matrices 

Each vertex has two arrays. The first tracks the shortest distance from itself to every 
other vertex in the graph.  The second relates a predecessor vertex to the 
destination vertex for the same set of shortest paths. Thus, the distance from vertex 
0 to vertex 4 would be referenced in the following manner: 

g->vertex[0]->distance[4]; 

Listing 2 shows pseudo-code for using the predecessor array to recursively find the 
path from vertex 0 to vertex 4. 

tree_path(source, destination)  
if source = destination   

return  
tree_path(source,source->predecessor[destination])

  

print destination;  

Listing 2. Recursive Printing of Shortest Path using Predecessor Array 

 

Each graph also has two arrays which represent the entire distance and predecessor 
matrix for all nodes.  Just like the edge structure implementation, these matrices are 
pointers to the same data referenced in the vertex distance and predecessor arrays.  
These references are set up when the graph is created, allowing different algorithms 
to view the same data 
in different ways. Simple 
pointer arithmetic can be 
used to reference specific 
distance values for a 
specific vertex.  Listing 3 shows two statements that are both valid ways of 
retrieving the distance from vertex 8 to vertex 2: 

Criteria 
Nearly a third of the time spent on this project was involved in randomly generating 
a graph which will meet the following criteria a majority of the time. 

 

A high degree of connectivity: there is a high probability that you can get 
to any node from any node. I t would not be very interesting if a majority 
of the nodes were unreachable. 

 

No negative cycles. 

 

Random: no components of the graph are in any set order. 

 

Repeatable: the same random graph can be generated multiple times. 

 

Unique solutions: The number of correct solutions for a specific graph 
should be minimized, to allow for accurate comparisons between various 
algorithms. 

g->vertex[8]->distance[2]; 
g->distance_matrix[ 8 * g->no_of_vertices + 2 ];

 

Listing 3. Referencing Distance Values 
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Connectivity 

In order to increase the chances that there are generally good solutions for each 
shortest-path problem, there is a requirement that at least one edge originates from 
every vertex.  This ensures that when you encounter a vertex, it is guaranteed that 
you can traverse to another node.  This means that the only way a graph can have 
unreachable nodes is that they interconnect with other nodes in a completely isolated 
sub-graph.  This is highly unlikely, as the number of vertices and edges increases. 

Negative Cycles 

Since, not all algorithms can handle negative cycles it is necessary to limit the graph 
to only zero or positive weight edges.  In practice only positive integer weights 
between 1 and 9 were used in order to meet the unique solut ions cr iter ia explained 
below. 

Random 

The following are the items which are determined by the random number generator 
during the creation of a graph: 

 

The number of edges on a vertex is randomly selected between 1 and E, 
where E is the maximum number of edges allowed for a single vertex.  
Note that this means the total number of edges on the graph is also 
random. 

 

Each edge s dest inat ion is random ly selected from the available vertex 
pool.  The vertex pool represents all the vertices for which no edges are 
connected from a specified vertex.  Thus, no vertex can have two edges 
with the same destination.  This does not prevent two-way connections 
between vertices. 

 

Each edge s weight is random ly selected between 1 and 9. 

In addition, once all of the edges are created, the edge order in the graph->edges 
array is shuffled randomly to ensure a random distribution in the order of the edges. 

Repeatable 

While we want a randomly generated graph, we also want to test the exact same 
graph with multiple algorithms.  This was easily accomplished by a command line 
switch s that allows for seeding the random number generator.  Thus, executing the 
program with the same seed will result in the same random graph being generated.  
If no seed is specified, the program will seed the random number generator with the 
time, thus producing a new graph every time. 

Unique Solutions 

During testing, it became apparent that the comparisons between algorithms were 
not  accurate.  This was due to different algorithms computing different correct

 

solutions.  This was extremely obvious when zero-weighted edges were allowed.  
Since a path of 20 hops on zero-weight edges has the same shortest-path distance 
as a path of 2 hops on zero-weight edges, it was difficult to verify that a given 
solution was unique and correct for each algorithm. 
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The simplest way to solve this problem was to remove the possibility for zero-weight 
edges.  Thus, a 20-hop path of weight 1  edges would not have the same shortest-
path distance as a 2-hop path of weight 1  edges. 

It should be noted that removing zero-weight paths did not eliminate the problem of 
non-unique solutions.  Several actual test runs came up with different paths with the 
same distances. But, it drastically reduced the number of these occurrences to 
something which could be reasonably checked by a person. 

Generation 
The following are the steps taken in generating the graph: 

1. Allocate space for the graph including the distance and predecessor 
matrices. 

2. Determine randomly how many edges will be drawn for each vertex. 

3. Allocate space for the edges to be stored. 

4. Generate all the vertices making its distance and predecessor pointer 
point to the correct offset in the distance and predecessor matrices. 

5. Initialize all vertex distances to INFINITY and predecessors to NULL. 

6. Generate all of the edges for each vertex with randomly generated 
destinations and randomly generated weights between 1 and 9, filling in 
its weight into the distance matrix and its to->id value into the 
predecessor matrix. 

7. Shuffle all the edges so that the g->edge[] array is not in its original 
order but is randomized. 
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Bellman-Ford 

This algorithm was chosen because it seemed ideally suited for a shared memory 
implementation, since each operation on an edge is independent of the other 
operat ions.  I n addit ion, unlike Dijkst ra s algorithm , no order for edge operations is 
specified.  The Bellman-Ford algorithm is actually a single-source shortest-path 
algorithm; however, by running this on each node successively we obtain the all-
pairs shortest paths. 

Introduction 
The Bellman-Ford algorithm performs an operation called relaxation on each edge of 
the graph.  Each node of the graph is assigned an inifinity value as the distance from 
the source.  The source node is assigned a zero.  The relaxation operation says: 

For two nodes, u and v, connected by edge e, if the 
distance value of u plus the weight of e is less than the 
current distance value of v then the new distance value 
of v will be the distance of u plus the weight of e.  
Listing 4 shows a more formal definition of the 
relaxation operation. 

The simple graph shown in figure 1 demonstrates the importance of order in the 
Bellman-Ford algorithm.  If the edges are relaxed according to the method explained 
above from left to right, then the entire graph will be solved for the single-source 
shortest path in one pass of relaxing all the edges.  This is why the graph generation 
shuffles the edges in the graph->edge array:  to prevent this near-best-case situation 
from being inherently present by the creation of the graph. 

If, however, the edges are relaxed from right to left, then it will take three passes to 
complete the solution.  
Thus, even the worst-
case graph will be 
solved in V-1 passes of 
the edges, where V is 
the number of vertices 
in the graph. 

The Bellman-Ford 
algorithm uses this characteristic to detect negative cycles as follows:  if we relax all 
the edges V-1 times and on a subsequent run we successfully change a node s value, 
then there must be a negative cycle.  It therefore shows that we have no solution for 
this graph (because we will go on forever).  

While the Bellman-Ford algorithm has the advantage of being able to detect negative 
cycles, in this implementation, it does not make sense for the program to consider 
the possibilit y of negat ive cycles by relaxing the edges V t imes ( I t s impossible to 
have negative cycles as there are no negative edge weights.)  As can be seen in 
figure 1, if we relax the edges from the inside out, it will NOT take V-1 iterations to 
solve the problem.  Much time would be wasted, on average, by running the full V-1 
times. 

The a b1 option at the command line will allow you to run the 
traditional Bellman-Ford algorithm a full V-1 times in the shortest_path 
program. 

if (du + we < dv)  
dv = du + we 

Listing 4. Edge Relaxation

  

Figure 1. Worst/Best Case Graph 
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Sequential Implementation 
The sequential implementation of this algorithm is actually a derivation of the 
traditional Bellman-Ford single-source shortest-path algorithm.  For starters, the 
algorithm runs inside of a loop and determines the single-source shortest-path for all 
nodes, thus making it an all-pairs shortest-paths algorithm. 

The biggest change is that we do not necessarily have to run V-1 times through all 
the edges.  If we run through all the edges and do not change a single distance value 
of any vertex in the graph, 
then we must be done.  The 
proof of this is intuitive.  If we 
did not change any values this 
iteration, then running any 
number of iterations after this 
will also not change anything, 
thus there is no reason to 
continue. 

Listing 5 shows the pseudo-
code for this algorithm where V 
is the number of vertices and E 
is the number of edges in the graph. 

In actual test runs, this algorithm runs significantly faster than the traditional 
Bellman-Ford algorithm, with the disadvantage that no negative cycle detection is 
possible, and, in fact, will result in an infinite loop. 

The a b2 option at the command line will allow you to run this faster 
derivation of the Bellman-Ford algorithm in the shortest_path 
program. 

Shared Memory Implementation 
Interestingly enough, the Bellman-Ford algorithm has some serious caveats when 
implemented in a shared memory environment.   

 

The proof that the graph is guaranteed to be complete if you have relaxed 
all edges V-1 times, only applies if the edges are relaxed sequentially, not 
concurrently.   

 

We must also avoid a race condition should two edges that have the same 
destination be relaxed by two different processors at the same time 
resulting in an erroneous result. 

The a b2 with a p # option (where # is the number of processors) at 
the command line will allow you to run this parallel implementation of 
the Bellman-Ford algorithm in the shortest_path program. 

Race Condition 

The race condition mentioned above can be overcome by one of two ways.  The first 
is to provide a lock that ensures that only one processor can work on a set of 
vertices at a given time.  This method has serious drawbacks (see Additional Parallel 
Algorithms pg. 10) .  However, perhaps such node locking isn t necessary.   

for k  1 to V  
graph->vertex[k]->distance[k]  0;  
still_going  true  
while (still_going)   

still_going  false;   
for j  1 to E    

relax(edge[j]);    
if (edge[j] changed)     

still_going  true 

Listing 5. Bellman-Ford Sequential Implementation
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The second way of overcoming the race condition is to ignore it.  Suppose, a race 
condition does occur and the wrong value is entered into a vertex.  By definition, the 
wrong value must be higher than the correct value that should have been written 
there (otherwise it s not the wrong value), therefore, the correct value will be written 
to the node on the next pass, since the previous relaxat ion that won the race will 
not write it again (see Figure 2).  So, basically, a race condition is not ultimately fatal 
to this algorithm, however, it does completely abolish the V-1 guaranty on 
completion. 

   

Starting Graph P1 wins the race P2 gets it the next time 

Figure 2. Bellman-Ford Race Condition 

 

Termination Detection 

While the racing condition is not fatal to this algorithm, it does introduce serious 
complications into termination detection.  How can the system, as a whole, know 
when it is completely done relaxing all the edges?  Implementation is similar to the 
sequential algorithm outlined above, but we have more than one processor, so a 
simple Boolean expression will not suffice.  The algorithm uses a counter that 
tabulates the number of processors that believe themselves to be finished  i.e. a 
processor that has completed an iteration without making any changes.  When this 
occurs, it will increment the 
counter letting the system 
know that it is done. 

This, however, is not 
sufficient, as can be seen in 
figure 3.  Coined Graph 
Relaxat ion Crawl , a 
relaxation performed by one 
processor can result in a 
change to another 
processor s complet ion 
status. 

In the first step shown in figure 3, P2 has completed its work.  However, in the 
second step, P1 has changed the node s distance, requir ing a change in P2 s solut ion.  
This means that each time a process increments the counter because it thinks it is 
done, it must keep going and make sure things stay that way.  If at any time, a 
process that was done, has something new to do, it must decrement the counter to 
be sure that an erroneous system completion is not detected.  But, what if P1 

continues to work and signals completion before P2 can decrement the counter? (This 
happened in actual testing!)   

  

P2 has nothing to do P1 give P2 more work 

Figure 3. Graph Relaxation Crawl 
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For this reason, all processes must check one last time, even if they think they are 
done.  This ensures that if the last unfinished processor ends up at the check point 
before another processor can decrement the counter, the system will not get a false 
termination result.  All processes must synchronize and perform an additional 
iteration to ensure that termination is really valid.  If it is not, then the flags get 
reset and the iterations continue. I f a complete run of all synchronized processes 
results in no changes, then the termination was valid and we can discontinue the 
loop. 

Algorithm 

Listing 6 shows the pseudo-code for this implementation of the Bellman-Ford 
algorithm.  

Lines 1 through 4 simply initialize values for the iteration.  None of the processes are 
finished, the current process is not finished, the final run is not being performed and 
nothing has changed so far.  Line 6 checks to see if the number of processes that 
reported being complete is the same as the number of processes that were working 
on the problem.  If so, all processes will synchronize at line 7.   

Line 8 indicates that if this is the second time we have done this in a row then 
nothing must have changed, therefore, the algorithm is over and the solution is 
present.  Otherwise, we flip the final run flag to true and let the algorithm run 
through the edges again (Lines 12  18).  If something does change during 
relaxation (Line 14) then we will decrement our counter and mark ourselves as not 
finished.  Decrementing the counter (Line 16) is done as a locked variable to ensure 
no race condition on it.  Line 22 ensures that, if this is the last run, that everyone is 
finished before we check again for completion in line 6. 

1  finished_count  0 
2  finished  false 
3  finalrun 

 

false 
4  changed  false 
5  while true 
6 if finished_count >= number of processes 
7  synchronize processes 
8  if finalrun 
9   we are done 
10  finalrun  true 
11 else finalrun  false 
12 for j  start of my block to end of my block of edges

 

13  relax(graph->edge[j]) 
14  if distance value changed 
15   if finished 
16    lock and decrement finished_count 
17    finished  false 
18   changed  true 
19 if not changed and not finished 
20  lock and increment finished_count 
21  finished  true 
22 if finalrun 
23  synchronize processes 

Listing 6. Bellman-Ford Shared Memory Implementation 
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Contention and Synchronization 

The final algorithm minimizes the necessity for locks on vertex values as well as 
synchronization between processes.  We use the robustness of the algorithm to 
correct for any race conditions and allow processes to continue working until 
everyone is done.   

The only shared variable where locking is required is the finished_count counter, 
which is usually incremented once by each processor.  In practice, the counter may 
be incremented, decremented, and incremented again by a single processor.  This 
only happens about 5 percent of the time. Thus, with 8 processors the counter was 
locked and changed on average less than 9 times.  Given a large data set there is 
little contention as it is unlikely they will all finish at exactly the same time. 

Synchronization is a little more serious but not crippling.  To ensure an accurate 
understanding of whether the algorithm can terminate, it is important that every 
process goes through an additional iteration before terminating.  Thus, the algorithm 
must synchronize all processes twice; once at the beginning of the checking 
iteration, and once at the end.  The reason for this is that the algorithm has to be 
sure that every process has done a full iteration and completed that iteration prior to 
checking for termination again.  Thus, no processes drop out of the loop until every 
process is ready to leave.  Though it is rarely needed, this is an important step to 
ensure accurate results.  In practice, only twice (of 144 runs) was the checking 
iteration necessary.  Usually, when the system thought it was done with the 
iteration, it actually was done.  Only in rare instances, was there a false termination 
condition. 

Additional Parallel Algorithms 
An additional algorithm was developed that performed individual node locking on 
each vertex before performing relaxation.  The contention between processes was so 
severe that the running times were very nearly 10 times slower than the sequential 
algorithm, thus, it was not worth going into detail over in this paper. 

The a b3 with a p # option (where # is the number of processors) at 
the command line will allow you to run this node locking parallel 
implementation of the Bellman-Ford algorithm in the shortest_path 
program. 
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Floyd-Warshall 

Introduction 
The Floyd-Warshall algorithm is a dynamic programming technique, in that it breaks 
the problem down into sub-problems.  It then uses the results of the previous sub-
problem to solve the next step. 

This algorithm starts by representing the 
graph as a distance matrix.  Figure 4 
shows how a graph can be represented 
in this way.  As an example, the 8 in 
this matrix represents the current 
distance from vertex 1 (the first row) to 
vertex 3 (the third column). 

The Floyd-Warshall algorithm basically 
goes through a series of V steps and 
asks the question: What is the shortest 
path through node k for each set of nodes, i and j, where i,j, and k are incremented 
from 1 to V?  Listing 7 shows the pseudo-code for the basic algorithm for this 
process where 
D is the 
distance 
matrix. 

Line 4 sets the 
i,j value in the 
matrix to the 
smallest of (a) 
its previous value from the last iterat ion, or (b) the sum of the previous iterat ion s ik 
and kj values.  Figure 5 shows the final result of this operation on the matrix in 
figure 4.  The value for 1,3 changes to 7 when k=2.  This is because the minimum 
between D1[1][3] = 8 and D1[1][2] + D1[2][3] = 7 is the 7.  Thus, the 8 is discarded 
in favor of the 7. 

In order to trace back the 
shortest path when using 
this algorithm, an 
additional matrix is 
required.  When a value is 
changed from its previous 
value in the distance 
matrix the predecessor matrix 
must be updated such that 
Pk[i][j] = Pk[k][j].  
Figure 6 shows the 
predecessor matrix for the 
graph illustrated in figure 4 as 
it goes through the same 
steps, shown in figure 5, 
where PK is the predecessor matrix during the Kth iteration.  Notice that when the 
Dk[i][j] value changes in iteration 2 that the Pk[i][j] changes at the same time. 
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Figure 4. Distance Matrix of a Graph 
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Figure 5. Floyd-Warshall Step by Step Execution 

1. for k  1 to V 
2.   for i  1 to V 
3.     for j  1 to V 
4.       Dk[i][j] = min( Dk-1[i][j], Dk-1[i][k] + Dk-1[k][j]

 

Listing 7. Floyd-Warshall Sequential Implementation 
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Figure 6. Floyd-Warshall Predecessor Matrix Update
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Using the final predecessor matrix in figure 6 and the final matrix in figure 5, we can 
determine the shortest-path distance from any node i to any node j and 
determine the vertices used in that path. In our example, the shortest path from 
vertex 1 to vertex 3 can be referenced in our distance matrix as D[1][3] = 7.  We 
can then reference the predecessor to vertex 3 when 
going from vertex 1 to vertex 3 as P[1][3] = 2.  So, 
vertex 2 preceded vertex 3 on that path.  We then find 
the predecessor from vertex 1 to vertex 2 as P[1][2] = 
1. Since, vertex 1 is our source node we are finished.  
Thus, the path 1  2  3 for a distance of 7 is the 
shortest path from vertex 1 to vertex 3. 

Figure 7 shows why it is NOT necessary to maintain 
two distance matrices during the execution of this 
algorithm.  The row and column in bold represent the 
values involved in calculating new values for the k=2 
iteration.  Since, the distance from any node to itself is always zero, the values of Dk-

1[i][j] = Dk-1[i][k] + Dk-1[k][j] for all values in the kth row or the kth column.  The 
reason is that if i = k then D[i][k] = 0 or if j = k then D[k][j] = 0.  Thus, the values 
in the kth column or kth row of a given iteration will never change.  Since, these are 
the only previous values required other than the D[i][j] value we need to recalculate, 
there is no reason to store the previous iteration s matrix separately. 

Sequential Implementation 
The sequential implementation of the Floyd-Warshall algorithm, like the Bellman-
Ford implementation, differs slightly from the original algorithm.  The only change is 
that rather than setting a new value to the minimum of the previous value or the 
calculated new value, the algorithm simply leaves the current value in place if it is 
the smallest.  This is a subtle difference but is vital to the distributed implementation 
of this same algorithm. 

The a f option at the command line will allow you to run this 
sequential implementation of the Floyd-Warshall algorithm in the 
shortest_path program. 

Distributed Implementation 
The distributed implementation of the Floyd-Warshall algorithm is done using the 
PVM library and daemon.  The concept is basically to split up the work among 
multiple machines and allow each of them to work independently on their portion of 
the solution.  This is especially difficult using the dynamic programming methodology 
ascribed by the Floyd-Warshall algorithm.  By definition, a dynamic programming 
algorithm, such as this one, requires the results from the previous iteration to 
calculate results of the next.  This creates a formidable communication problem 
when implementing it on a distributed architecture. 

Algorithm 

Listing 8 shows the pseudo-code of the slave process for the distributed 
implementation of the Floyd-Warshall Algorithm.  Lines 1, 11, 12, and 14 represent 
the communication between processes.  Each calculation in this algorithm is done 
exactly the same way as in the sequential implementation.  The main difference is 
that each process is only calculating its portion of the matrix.  But, it must send any 
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Figure 7. Not necessary to 

 

maintain a separate matrix
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changes made to its portion 
to everyone else and it must 
receive changes made by any 
other processor before it can 
continue on to the next 
iteration.   

Thus, there is a barrier where 
no processor can work very 
far ahead of another.  The 
benefit is that the number of 
changes between iterations is 
fairly uniform across the 
matrix for each processor, so 
on average, the 
communication time is 
consistent and predictable. 

The a f with a p # option (where # is the number of processors) at 
the command line will allow you to run this distributed implementation 
of the Floyd-Warshall algorithm in the shortest_path program. 

Communication Overhead 

Figure 8 shows the communications involved in running this algorithm in a parallel 
environment.  The master program ( shortest_path ) sends the entire distance and 
predecessor matrices to all slave programs ( shortest_path_slave ) involved.  Each 
slave will compute its own portion of the matrices based on its process id number.  
Thus, the first processor would compute the first third, the second would do the next 
third and so on.  Care is taken to ensure an even distribution of work, even if an odd 
number of units in the matrix are required.  After each iteration, each slave 
processor will send any changes 
in the distance and predecessor 
matrices to the other processors.  
Each slave processor will then 
read the changes sent by the 
other slave processors and 
update its matrices accordingly.  
It will then begin its next 
iteration.  Once all the slave 
processors have completed all the 
iterations required, each will send 
its portion of the answer back to 
the master. 

In experimentation, the first 
implementation of this algorithm 
sent the entire portion of the 
matrix that a slave just calculated to all of the other slave processors.  This resulted 
in an extremely dominant communication time, negating any benefit concurrent 
calculations offered by the distributed architecture.  In addition, the communication 
time increased rapidly as the number of processors increased. 

1. Receive Matrices from the Master 
2. Determine my start and end points 
3. for k  1 to V 
4.   for i  startrow to endrow 
5.     for j  start to end 
6.       if (  D[i][k] + D[k][j] < D[i][j] )  
7.          D[i][j]  D[i][k] + D[k][j] 
8.          P[i][j]  P[k][j] 
9.          Changes  i,j,D[i][j],P[i][j] 
10.  if k < V  1) 
11.    send Changes to other processes 
12.    receive Changes from other processes 
13.    update matrices 
14. send my portion back to master 

Listing 8. Floyd-Warshall Distributed Algorithm 

 

Figure 8. Floyd-Warshall Communication Pattern
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Referencing figure 5, it can be seen that not all iterations result in changes to the 
data.  In fact, only one change to the data in figure 5 is required during the entire 
computational process.  Thus, the algorithm takes advantage of the fact that it  does 
not need to send anything except what has changed, as the other processor already 
has the previous values sent to it by the master.  The number of changes required to 
solve a particular set of matrices is constant, regardless of how many processors are 
involved so the communication time only increases slightly as processors are added. 
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Performance Analysis 

Testing for Correctness 
It was important to verify that the 
implementations of the algorithms above 
produced a correct solution to the 
problem.   

Manual Testing 

Figure 9 shows the graph used to 
manually test all algorithms, independent 
of actual running time.  This graph is 
sufficiently complex so as to offer a 
reasonable test case and does not have 
multiple correct solutions.  Seeding the 
random number generator with the same 
number ensures that the algorithm is 
running against the same graph every 
time. 

Due to the way the data structure was created, the final solutions are in the same 
format regardless of the algorithm used.  Each algorithm was run against the test 
graph in figure 9.  Multi-processor algorithms were run against all available numbers 
of processors. 

Several options for compiling the source code were created to assist in testing: 

 

-DDEBUG: The compiles the code with verbose messaging enabled for 
specific use in debugging the application.  This option should not be used 
for large graphs as the amount of information returned is ridiculous. 

 

-DVISUAL: This compiles the code for visual testing.  The code will 
execute and output to standard out, a listing of the graph construction, 
the shortest-path distance from node 0 to every node and the shortest-
path path from node 0 to every node.  It will also print the final distance 
and predecessor matrices. 

 

None: Without specifying special compilation, the program will run with 
minimal messaging.  The final output will simply show the graph 
parameters, the algorithm used, and the running times. 

By running the manual test in DVISUAL mode, the final solution could be manually 
checked to ensure that all algorithms produced the same answer. 

The v 5 e 2 s 10 options at the command line will create the graph 
shown in figure 9 in the shortest_path program. 

Automated Testing 

Once manual testing produced correct results, more extensive testing was done.  
Three sets of random graphs with 400 vertices and maximum edges per vertex of 20 
were run in each configuration of algorithms and processors in DVISUAL mode.  The 
output from these runs was output to separate text files.  These text files were then 
compared using the diff command line tool.  This means that each of the three 

 

Figure 9. Test Graph for Manual Review
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graphs run had a total of 27 solutions.  The following is the break down of the 
solutions provided by the automated testing procedure. 

 
1 Bellman-Ford Traditional 

 
1 Bellman-Ford Sequential 

 
8 Bellman-Ford Parallel 

 
8 Bellman-Ford Parallel with Node Locking 

 

1 Floyd-Warshall Sequential 

 

8 Floyd-Warshall Distributed  

In only 2 cases out of the entire 81 test runs, were there different correct solutions 
found by the diff program.  These special cases were checked manually to be sure 
that both shortest paths were valid and that the distances were the same in both 
solutions. 

Methods 
Only the main algorithms outlined in this document where used for actual 
performance testing.  The goal was to show that a significant speedup can be gained 
from running these algorithms on a multi-processor environment.  Thus, the 
Bellman-Ford Traditional and Parallel with Node Locking algorithms were not included 
in these test runs. 

An automated test script was written to run through each of 6 different graph sizes 
in ascending order  400, 600, 800, 1000, 1200, and 1400.  Each test run consisted 
of 3 distinct graphs of that size.  The maximum number of edges allowed per vertex 
was set to 5% of the number of vertices.  This means that the number of edges were 
not necessarily the same for each graph in a run but were generally close to each 
other.  The final execution time was taken from the average of the 3 runs. 

All suspected outliers in the data were rerun 3 times individually to ensure that the 
values obtained were consistent.  In every case, outliers consisted of 1 of the 3 runs 
being 150% or more of the other 2 runs.  These values were corrected using the 
average of the 3 reruns on the same graph. 

Results 
The test runs revealed that the algorithms implemented in this project, do in fact 
offer significant speedup when run in parallel.  This is particularly true as the size of 
the input graph increases.  The highest speedup obtained for the Bellman-Ford 
implementation was 253.5% while the highest speedup obtained for the Floyd-
Warshall was 176.5%.  Appendix A shows the specific results of the performance 
testing. 

Results also suggested that the Floyd-Warshall algorithm would outperform the 
Bellman-Ford implementation as the size of the input graph continued to grow.  This 
is shown in the large test case run with 2000 vertices and maximum edges per 
vertex set to 100.  The results of this run can be seen in Appendix B.  Due to the 
computational intensity of this run, it was decided only to execute it once.  Thus, it 
was not included in the final results, but was used to verify Floyd-Warshall would 
outperform Bellman-Ford for very large graphs and that the difference in 
performance would increase as graph size increased. 
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Conclusion 

There are other algorithms for performing the same calculations as those outlined in 
this project, but many of them, such as Dijkst ra s and Johnson s, while being more 
efficient sequentially, are not suitable for parallelization. 

Both of the algorithms presented in this project, parallelize fairly well; however, the 
efficiency of these algorithms is extremely bad as the number of processors is 
increased.  Given the small speedup advantage offered by the parallelization of these 
algorithms, it may not be practical to use them in a real world setting.  Most 
organizations would likely opt for running the sequential program longer and saving 
their money. 

It is interesting to note that, while all of these algorithms will work with negative 
weight edges, neither of the parallelized algorithms can detect negative cycles.  In 
fact, this would be exceedingly hard to do, since the computational job requires that 
the data be split up and executed as independently as possible.  One possible way to 
do this would be to partition the graph.  There are several published graph 
partitioning algorithms but the problem of optimal graph partitioning is an NP-
Complete problem so only approximations are possible at this time. 
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Appendix A: Performance Runs Statistics 

The following pages provide specific data and charts showing the results of the 
performance testing done on the following algorithms: 

 
Bellman-Ford Sequential 

 
Bellman-Ford Parallel 

 

Floyd-Warshall Sequential 

 

Floyd-Warshall Parallel 

Speedup is calculated by dividing the best case sequential time by the parallel time. 

Efficiency is calculated by dividing the Speedup by the number of processors used. 



Bellman-Ford
Nodes Max E Seed Edges Sequential 1 2 3 4 5 6 7 8

400 20 100 4,396 128 ms 144 ms 176 ms 160 ms 144 ms 176 ms 192 ms 208 ms 256 ms
400 20 200 4,200 112 ms 144 ms 176 ms 176 ms 160 ms 240 ms 192 ms 256 ms 224 ms
400 20 300 4,468 128 ms 144 ms 160 ms 160 ms 176 ms 192 ms 208 ms 224 ms 336 ms

Average: 4,355 123 ms 144 ms 171 ms 165 ms 160 ms 203 ms 197 ms 229 ms 272 ms
600 30 100 9,495 400 ms 464 ms 480 ms 464 ms 384 ms 400 ms 448 ms 576 ms 656 ms
600 30 200 9,563 400 ms 448 ms 464 ms 464 ms 400 ms 432 ms 432 ms 496 ms 464 ms
600 30 300 9,191 384 ms 432 ms 496 ms 416 ms 400 ms 400 ms 464 ms 448 ms 576 ms

Average: 9,416 395 ms 448 ms 480 ms 448 ms 395 ms 411 ms 448 ms 507 ms 565 ms
800 40 100 16,468 896 ms 1,104 ms 976 ms 880 ms 800 ms 752 ms 800 ms 912 ms 992 ms
800 40 200 16,246 864 ms 1,056 ms 1,008 ms 800 ms 752 ms 752 ms 784 ms 1,040 ms 864 ms
800 40 300 16,336 960 ms 1,104 ms 1,072 ms 800 ms 784 ms 784 ms 880 ms 864 ms 976 ms

Average: 16,350 907 ms 1,088 ms 1,019 ms 827 ms 779 ms 763 ms 821 ms 939 ms 944 ms
1,000 50 100 25,313 2,032 ms 3,040 ms 1,904 ms 1,552 ms 1,296 ms 1,296 ms 1,392 ms 1,472 ms 1,520 ms
1,000 50 200 25,319 1,712 ms 1,968 ms 1,712 ms 1,552 ms 1,328 ms 1,344 ms 1,408 ms 1,488 ms 1,616 ms
1,000 50 300 25,363 1,744 ms 2,016 ms 1,728 ms 1,600 ms 1,376 ms 1,280 ms 1,312 ms 1,360 ms 1,472 ms

Average: 25,332 1,829 ms 2,341 ms 1,781 ms 1,568 ms 1,333 ms 1,307 ms 1,371 ms 1,440 ms 1,536 ms
1,200 60 100 37,052 3,056 ms 3,456 ms 2,896 ms 2,688 ms 2,064 ms 3,872 ms 2,000 ms 2,480 ms 2,112 ms
1,200 60 200 36,280 2,992 ms 3,424 ms 3,168 ms 2,272 ms 3,872 ms 2,016 ms 2,032 ms 2,080 ms 2,208 ms
1,200 60 300 37,120 3,040 ms 3,504 ms 3,440 ms 2,544 ms 2,064 ms 2,032 ms 2,016 ms 2,016 ms 2,224 ms

Average: 36,817 3,029 ms 3,461 ms 3,168 ms 2,501 ms 2,667 ms 2,640 ms 2,016 ms 2,192 ms 2,181 ms
1,400 70 100 50,656 8,592 ms 10,208 ms 6,832 ms 5,488 ms 4,416 ms 3,920 ms 3,856 ms 3,520 ms 3,472 ms
1,400 70 200 48,710 9,648 ms 9,184 ms 6,256 ms 5,120 ms 4,272 ms 3,696 ms 3,488 ms 3,456 ms 3,360 ms
1,400 70 300 49,232 8,000 ms 9,312 ms 6,896 ms 4,864 ms 4,992 ms 3,776 ms 3,920 ms 3,376 ms 3,456 ms

Average: 49,533 8,747 ms 9,568 ms 6,661 ms 5,157 ms 4,560 ms 3,797 ms 3,755 ms 3,451 ms 3,429 ms
2,000 100 100 100,063 51,984 ms 58,224 ms 40,256 ms 27,872 ms 26,368 ms 17,488 ms 15,168 ms 13,792 ms 13,040 ms
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Nodes Max E Seed Edges
400 20 100 4,396
400 20 200 4,200
400 20 300 4,468

Average: 4,355
600 30 100 9,495
600 30 200 9,563
600 30 300 9,191

Average: 9,416
800 40 100 16,468
800 40 200 16,246
800 40 300 16,336

Average: 16,350
1,000 50 100 25,313
1,000 50 200 25,319
1,000 50 300 25,363

Average: 25,332
1,200 60 100 37,052
1,200 60 200 36,280
1,200 60 300 37,120

Average: 36,817
1,400 70 100 50,656
1,400 70 200 48,710
1,400 70 300 49,232

Average: 49,533
2,000 100 100 100,063

Floyd-Warshall
Sequential 1 2 3 4 5 6 7 8

256 ms 480 ms 528 ms 576 ms 560 ms 576 ms 640 ms 608 ms 592 ms
256 ms 2,816 ms 608 ms 528 ms 544 ms 544 ms 560 ms 608 ms 624 ms
256 ms 496 ms 544 ms 576 ms 544 ms 560 ms 592 ms 608 ms 640 ms
256 ms 1,264 ms 560 ms 560 ms 549 ms 560 ms 597 ms 608 ms 619 ms
848 ms 1,616 ms 1,792 ms 2,128 ms 2,240 ms 2,672 ms 2,960 ms 3,280 ms 3,504 ms
896 ms 1,536 ms 1,888 ms 1,984 ms 2,400 ms 2,288 ms 2,944 ms 3,200 ms 3,568 ms
864 ms 1,584 ms 1,664 ms 1,984 ms 1,408 ms 2,704 ms 2,928 ms 3,088 ms 3,360 ms
869 ms 1,579 ms 1,781 ms 2,032 ms 2,016 ms 2,555 ms 2,944 ms 3,189 ms 3,477 ms

2,128 ms 2,784 ms 2,464 ms 2,656 ms 2,448 ms 2,752 ms 2,992 ms 3,264 ms 3,568 ms
2,064 ms 2,416 ms 2,512 ms 2,224 ms 2,432 ms 2,784 ms 3,072 ms 3,296 ms 3,584 ms
2,128 ms 2,512 ms 2,352 ms 2,304 ms 2,416 ms 2,752 ms 2,992 ms 3,232 ms 3,568 ms
2,107 ms 2,571 ms 2,443 ms 2,395 ms 2,432 ms 2,763 ms 3,019 ms 3,264 ms 3,573 ms
4,144 ms 5,424 ms 4,448 ms 4,656 ms 3,744 ms 3,632 ms 3,728 ms 3,824 ms 3,680 ms
5,104 ms 4,528 ms 4,784 ms 3,920 ms 4,128 ms 3,584 ms 3,536 ms 3,552 ms 3,552 ms
3,296 ms 5,872 ms 4,560 ms 3,936 ms 3,872 ms 3,776 ms 3,648 ms 3,744 ms 3,568 ms
4,181 ms 5,275 ms 4,597 ms 4,171 ms 3,915 ms 3,664 ms 3,637 ms 3,707 ms 3,600 ms
9,232 ms 10,240 ms 7,536 ms 7,136 ms 5,952 ms 5,744 ms 5,712 ms 5,536 ms 5,520 ms
7,712 ms 7,888 ms 7,008 ms 6,528 ms 5,920 ms 5,904 ms 5,648 ms 5,632 ms 5,536 ms
7,696 ms 9,808 ms 6,896 ms 6,432 ms 5,904 ms 5,648 ms 5,344 ms 5,760 ms 5,536 ms
8,213 ms 9,312 ms 7,147 ms 6,699 ms 5,925 ms 5,765 ms 5,568 ms 5,643 ms 5,531 ms

12,544 ms 13,360 ms 10,192 ms 9,376 ms 8,528 ms 8,032 ms 7,840 ms 7,840 ms 7,680 ms
13,120 ms 16,464 ms 11,696 ms 9,104 ms 8,656 ms 8,512 ms 8,512 ms 7,664 ms 7,744 ms
15,344 ms 16,032 ms 12,128 ms 9,696 ms 9,232 ms 8,224 ms 8,032 ms 7,872 ms 7,808 ms
13,669 ms 15,285 ms 11,339 ms 9,392 ms 8,805 ms 8,256 ms 8,128 ms 7,792 ms 7,744 ms
47,040 ms 39,392 ms 32,528 ms 26,800 ms 23,072 ms 20,608 ms 19,184 ms 18,416 ms 18,032 ms
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Speed Up
Bellman-Ford

Nodes Edges 1 2 3 4 5 6 7 8

400 4,355 85.2% 71.9% 74.2% 76.7% 60.5% 62.2% 53.5% 45.1%
600 9,416 88.1% 82.2% 88.1% 100.0% 96.1% 88.1% 77.9% 69.8%
800 16,350 83.3% 89.0% 109.7% 116.4% 118.9% 110.4% 96.6% 96.0%

1,000 25,332 78.1% 102.7% 116.7% 137.2% 140.0% 133.5% 127.0% 119.1%
1,200 36,817 87.5% 95.6% 121.1% 113.6% 114.7% 150.3% 138.2% 138.9%
1,400 49,533 91.4% 131.3% 169.6% 191.8% 230.3% 233.0% 253.5% 255.1%

Efficiency
Bellman-Ford

Nodes Edges 1 2 3 4 5 6 7 8

400 4,355 85.2% 35.9% 24.7% 19.2% 12.1% 10.4% 7.6% 5.6%
600 9,416 88.1% 41.1% 29.4% 25.0% 19.2% 14.7% 11.1% 8.7%
800 16,350 83.3% 44.5% 36.6% 29.1% 23.8% 18.4% 13.8% 12.0%

1,000 25,332 78.1% 51.3% 38.9% 34.3% 28.0% 22.2% 18.1% 14.9%
1,200 36,817 87.5% 47.8% 40.4% 28.4% 22.9% 25.0% 19.7% 17.4%
1,400 49,533 91.4% 65.7% 56.5% 48.0% 46.1% 38.8% 36.2% 31.9%
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Nodes Edges

400 4,355
600 9,416
800 16,350

1,000 25,332
1,200 36,817
1,400 49,533

Nodes Edges

400 4,355
600 9,416
800 16,350

1,000 25,332
1,200 36,817
1,400 49,533

Speed Up
Floyd-Warshall

1 2 3 4 5 6 7 8

20.3% 45.7% 45.7% 46.6% 45.7% 42.9% 42.1% 41.4%
55.1% 48.8% 42.8% 43.1% 34.0% 29.5% 27.3% 25.0%
82.0% 86.2% 88.0% 86.6% 76.3% 69.8% 64.5% 59.0%
79.3% 91.0% 100.3% 106.8% 114.1% 115.0% 112.8% 116.1%
88.2% 114.9% 122.6% 138.6% 142.5% 147.5% 145.6% 148.5%
89.4% 120.6% 145.5% 155.2% 165.6% 168.2% 175.4% 176.5%

Efficiency
Floyd-Warshall

1 2 3 4 5 6 7 8

20.3% 22.9% 15.2% 11.7% 9.1% 7.1% 6.0% 5.2%
55.1% 24.4% 14.3% 10.8% 6.8% 4.9% 3.9% 3.1%
82.0% 43.1% 29.3% 21.7% 15.3% 11.6% 9.2% 7.4%
79.3% 45.5% 33.4% 26.7% 22.8% 19.2% 16.1% 14.5%
88.2% 57.5% 40.9% 34.7% 28.5% 24.6% 20.8% 18.6%
89.4% 60.3% 48.5% 38.8% 33.1% 28.0% 25.1% 22.1%

Jason A. Pamplin Page 4 4/28/2004



Jason A. Pamplin Page 5 4/28/2004

Bellman-Ford Running Times

0 ms

1,000 ms

2,000 ms

3,000 ms

4,000 ms

5,000 ms

6,000 ms

7,000 ms

8,000 ms

9,000 ms

10,000 ms

# of Processors

400

600

800

1,000

1,200

1,400

400 144 ms 171 ms 165 ms 160 ms 203 ms 197 ms 229 ms 272 ms

600 448 ms 480 ms 448 ms 395 ms 411 ms 448 ms 507 ms 565 ms

800 1,088 ms 1,019 ms 827 ms 779 ms 763 ms 821 ms 939 ms 944 ms

1,000 2,341 ms 1,781 ms 1,568 ms 1,333 ms 1,307 ms 1,371 ms 1,440 ms 1,536 ms

1,200 3,461 ms 3,168 ms 2,501 ms 2,667 ms 2,640 ms 2,016 ms 2,192 ms 2,181 ms

1,400 9,568 ms 6,661 ms 5,157 ms 4,560 ms 3,797 ms 3,755 ms 3,451 ms 3,429 ms

1 2 3 4 5 6 7 8
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Bellman-Ford Speed Up

0.0%

50.0%

100.0%

150.0%

200.0%

250.0%

300.0%

# of Processors

400

600

800

1,000

1,200

1,400

400 85.2% 71.9% 74.2% 76.7% 60.5% 62.2% 53.5% 45.1%

600 88.1% 82.2% 88.1% 100.0% 96.1% 88.1% 77.9% 69.8%

800 83.3% 89.0% 109.7% 116.4% 118.9% 110.4% 96.6% 96.0%

1,000 78.1% 102.7% 116.7% 137.2% 140.0% 133.5% 127.0% 119.1%

1,200 87.5% 95.6% 121.1% 113.6% 114.7% 150.3% 138.2% 138.9%

1,400 91.4% 131.3% 169.6% 191.8% 230.3% 233.0% 253.5% 255.1%

1 2 3 4 5 6 7 8
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Bellman-Ford Efficiency

0.0%

10.0%

20.0%

30.0%

40.0%

50.0%

60.0%

70.0%

80.0%

90.0%

100.0%

# of Processors

400

600

800

1,000

1,200

1,400

400 85.2% 35.9% 24.7% 19.2% 12.1% 10.4% 7.6% 5.6%

600 88.1% 41.1% 29.4% 25.0% 19.2% 14.7% 11.1% 8.7%

800 83.3% 44.5% 36.6% 29.1% 23.8% 18.4% 13.8% 12.0%

1,000 78.1% 51.3% 38.9% 34.3% 28.0% 22.2% 18.1% 14.9%

1,200 87.5% 47.8% 40.4% 28.4% 22.9% 25.0% 19.7% 17.4%

1,400 91.4% 65.7% 56.5% 48.0% 46.1% 38.8% 36.2% 31.9%

1 2 3 4 5 6 7 8
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Floyd-Warshall Running Times

0 ms

2,000 ms

4,000 ms

6,000 ms

8,000 ms

10,000 ms

12,000 ms

14,000 ms

16,000 ms

# of Processors

400

600

800

1,000

1,200

1,400

400 1,264 ms 560 ms 560 ms 549 ms 560 ms 597 ms 608 ms 619 ms

600 1,579 ms 1,781 ms 2,032 ms 2,016 ms 2,555 ms 2,944 ms 3,189 ms 3,477 ms

800 2,571 ms 2,443 ms 2,395 ms 2,432 ms 2,763 ms 3,019 ms 3,264 ms 3,573 ms

1,000 5,275 ms 4,597 ms 4,171 ms 3,915 ms 3,664 ms 3,637 ms 3,707 ms 3,600 ms

1,200 9,312 ms 7,147 ms 6,699 ms 5,925 ms 5,765 ms 5,568 ms 5,643 ms 5,531 ms

1,400 15,285 ms 11,339 ms 9,392 ms 8,805 ms 8,256 ms 8,128 ms 7,792 ms 7,744 ms

1 2 3 4 5 6 7 8
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Floyd-Warshall Speed Up

0.0%

20.0%

40.0%

60.0%

80.0%

100.0%

120.0%

140.0%

160.0%

180.0%

200.0%

# of Processors

400

600

800

1,000

1,200

1,400

400 20.3% 45.7% 45.7% 46.6% 45.7% 42.9% 42.1% 41.4%

600 55.1% 48.8% 42.8% 43.1% 34.0% 29.5% 27.3% 25.0%

800 82.0% 86.2% 88.0% 86.6% 76.3% 69.8% 64.5% 59.0%

1,000 79.3% 91.0% 100.3% 106.8% 114.1% 115.0% 112.8% 116.1%

1,200 88.2% 114.9% 122.6% 138.6% 142.5% 147.5% 145.6% 148.5%

1,400 89.4% 120.6% 145.5% 155.2% 165.6% 168.2% 175.4% 176.5%

1 2 3 4 5 6 7 8
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Floyd-Warshall Efficiency

0.0%

10.0%

20.0%

30.0%

40.0%

50.0%

60.0%

70.0%

80.0%

90.0%

100.0%

# of Processors

400

600

800

1,000

1,200

1,400

400 20.3% 22.9% 15.2% 11.7% 9.1% 7.1% 6.0% 5.2%

600 55.1% 24.4% 14.3% 10.8% 6.8% 4.9% 3.9% 3.1%

800 82.0% 43.1% 29.3% 21.7% 15.3% 11.6% 9.2% 7.4%

1,000 79.3% 45.5% 33.4% 26.7% 22.8% 19.2% 16.1% 14.5%

1,200 88.2% 57.5% 40.9% 34.7% 28.5% 24.6% 20.8% 18.6%

1,400 89.4% 60.3% 48.5% 38.8% 33.1% 28.0% 25.1% 22.1%

1 2 3 4 5 6 7 8
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2000 Vertex Graph Running Time

0 ms

10,000 ms

20,000 ms

30,000 ms

40,000 ms

50,000 ms

60,000 ms

70,000 ms

# of Processors

Bellman-Ford

Floyd-Warshall

Bellman-Ford 58,224 ms 40,256 ms 27,872 ms 26,368 ms 17,488 ms 15,168 ms 13,792 ms 13,040 ms

Floyd-Warshall 39,392 ms 32,528 ms 26,800 ms 23,072 ms 20,608 ms 19,184 ms 18,416 ms 18,032 ms

1 2 3 4 5 6 7 8
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Appendix B: Special 2000 Vertex Graph Performance Run 

   
**************************************************** 
* Starting Test Run for:                            
*     Number of Vertices: 2000                  
*     Max Number of Edges: 100                  
*     Random number Seed: 100                   
****************************************************  

**************************************************** 
*            Sequential Time Testing               * 
**************************************************** 
Bellman-Ford Until Finished:        51984 ms 
Floyd-Warshall:                     47040 ms  

**************************************************** 
*            Parallel Time Testing                 * 
****************************************************  

Bellman-Ford Run Until Finished 
--------------------------------------------- 
Processes: 1 Running Time -->  58224 ms 
Processes: 2 Running Time -->  40256 ms 
Processes: 3 Running Time -->  27872 ms 
Processes: 4 Running Time -->  26368 ms 
Processes: 5 Running Time -->  17488 ms 
Processes: 6 Running Time -->  15168 ms 
Processes: 7 Running Time -->  13792 ms 
Processes: 8 Running Time -->  13040 ms  

Floyd-Warshall PVM Parallel 
--------------------------------------------- 
Processes: 1 Running Time -->  38392 ms 
Processes: 2 Running Time -->  33528 ms 
Processes: 3 Running Time -->  26800 ms 
Processes: 4 Running Time -->  23072 ms 
Processes: 5 Running Time -->  20608 ms 
Processes: 6 Running Time -->  19184 ms 
Processes: 7 Running Time -->  18416 ms 
Processes: 8 Running Time -->  18032 ms 
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Appendix C: shortest_path command-line usage 

Usage: matrix [options] 

    The following options are available: 

    -p procs 

       specifies the # of processes to use 

       default: sequential execution 

    -v # of vertices 

       specifies the number of vertices in the graph 

       default: 20 

    -s explicit random seed 

       specifies the seed for the random number generator 

       This allows repeat tests of same graph. 

       default: uses time to seed the generator 

    -e Max number of edges 

       This specifies the maximum number of edges that 

       each vertex will get.  Thus the average number of 

       edges should be roughly e/2. 

       default: 5 

    -a algorithm 

       This specifies the algorithm to use in calculating 

       the shortest path.  The options are: 

       b1: Bellman-Ford sequential (p is not specified) 

       b2: Bellman-Ford - run until finished 

       b3: Bellman-Ford - node locking (parallel only) 

       f: Floyd-Warshall 
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Appendix D: Complete Source Code Listing 

The following pages contain the entire source listing of the shortest_path program. 



1S:\source\shortest_path.c



2S:\source\shortest_path.c



3S:\source\shortest_path.c


